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AbstrAct

Unstable oil prices and a global economic downturn place exploration 
and production (E&P) asset teams under pressure to more precisely 
characterize prospects and existing dormant assets. At the same time, 
data managers look to stretch shrinking information technology budgets. 
By optimizing information resources, exploration and production 
managers can improve decision making and companies can begin 
drilling and pumping faster and more efficiently.

Petrel* seismic-to-simulation software from Schlumberger Information 
Solutions (SIS) provides seismic interpretation, visualization, reservoir 
modeling, and simulation integrated with workflow management and risk 
analysis on Windows® desktop systems. The Petrel 2009 application 
leverages features in the Windows Vista® 64-bit operating system 
and readily available high-end processing power in today’s desktop 
computers, reducing costs and improving the availability of the  
systems to support widespread collaboration.

The Petrel application enables geoscientists to manipulate large 
seismic volumes and multimillion cell models to accurately describe 
properties using volume analyses. This capability, however, leads  
to order-of-magnitude increases in demand for data storage and 
management systems. NetApp® Fabric Attached Storage (FAS) 
systems, combined with the NetApp Data ONTAP® operating system, 
provides a cost-effective means of pooling the significant volumes of 
diverse data resources used in E&P operations. Several of NetApp’s 
innovative data management features enable Petrel users to access 
petabytes of information efficiently and cost-effectively.

This paper summarizes the data storage and management challenges 
faced by E&P managers and offers a comprehensive solution from 
Schlumberger Information Solutions and NetApp.

 

converging technologies bring high-end interpretAtion, 
modeling, And simulAtion to desktops

Two primary components of E&P decision making—seismic 
interpretation and reservoir modeling—have recently undergone 
rapid transformation due to the following four convergent information 
technology advances: 

n The development of enterprise-class, volumetric seismic interpre-
tation and reservoir modeling applications based on the relatively 
inexpensive and widely available Microsoft® Windows platform

n The increased accessibility of high-availability desktop computing 
platforms with the CPU power necessary to drive data-intensive 
interpretation and modeling applications

n The creation of data storage and management systems and software 
that can handle petabytes of information while providing improved 
data sharing

n The ready availability of GigaBit Ethernet via fiber-optic cable for 
connectivity between data storage systems and workstations.

These advances present a unique opportunity for E&P managers:  
the ability to combine improved data interpretation and modeling 
capabilities with the data storage and management infrastructure  
to support it, all on a Windows-based desktop. 

escAlAting volumes of dAtA

Due to the long-term nature of the energy exploration industry, multiple 
disparate seismic datasets typically characterize any single property. 
Hence, data managers and asset teams may need to combine seismic 
information from an original survey conducted years ago with data 
from current production operations on the same reservoir. In addition, 
managers need accurate models of brownfield reservoirs to make 
better drilling and other operational efficiency decisions as oil depletes. 
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Datasets vary in quality, are generated from various applications, and 
represent data from different periods in the evolution of the property.  
At the same time, interpretations and analyses must be shared, enabling 
geophysicists, geologists, petrophysicists, and engineers to work 
simultaneously, and to form an accurate picture of the subsurface. 

Increasingly complex reservoirs, growing amounts of data, and a 
shortage of experienced petrotechnical professionals have driven 
the need for extremely efficient workflows. Reservoir complexity 
also drives the need to reduce risk and uncertainty, particularly in 
field development stages of the exploration and production life cycle. 
To help achieve these goals, volume interpretation methods are 
increasingly supplementing line interpretation methods (see Fig. 1  
and Fig. 2). Volume approaches to fault and horizon interpretation, 
when closely linked to model building, offer the prospect of highly 
efficient workflows for generating quantitative 3D structural models. 
The 3D volume visualization environment allows geoscientists to view 
their data in ways that were simply not possible in the past, resulting 
in a faster, more accurate interpretation cycle compared to traditional 
line methodologies.

Until recently, volume tools, including seismic attribute analysis and 
volume interpretation tools, have traditionally been cost-prohibitive  
due to the sophisticated computing infrastructure required to run  
them. New applications such as Petrel software that build these  
tools into desktop software will promote the widespread adoption of 
volume interpretation and completely alter the exploration landscape.

Increased data volumes lead to increased data processing, storage, 
and management challenges—topics that are addressed in the next 
sections of this paper.

dAtA processing AdvAnces

Modern seismic interpretation applications require a 64-bit operating 
system to handle advanced computations with massive volumes of 
data. In the past, highly specialized machines running proprietary 
operating systems were designed and engineered to handle large 
volumes of data rapidly. But these machines and their operating systems 
were expensive. In some exploration divisions, few geoscientists could 
gain access to this processing power, limiting opportunities for collabo-
ration and insight that can lead to dramatically improved asset decisions. 
By engineering Petrel software to operate on a Microsoft Windows 
platform, Schlumberger has taken advantage of the commoditization  
of processing power, server protocol innovation, and improvements  
in connectivity.

improved processing and Windows operating systems

Compared to the Windows XP operating system, which supports only  
a limited amount of RAM, the combination of Windows Vista and 
high-power, low-cost computing platforms means reductions in cost, 
improved capability, and widespread computing availability within even 
small exploration units. Today, companies can readily access Windows 
Vista 64-bit systems with 128 GB of RAM and high-end OpenGL® 
capable graphics cards that provide enough CPU power to produce  
a large number of attribute cubes from even the largest datasets. 
Windows Vista 64 can address up to 2 TB of RAM, which allows end 
users of volume interpretation software like the Petrel application  
to analyze and interpret more data in greater detail. 

smb2

With the launch of the Windows Vista operating system in 2006,  
Microsoft introduced a new version of the Server Message Block 
(SMB) protocol (SMB2) in Common Internet File Services (CIFS). SMB2 
improves upon prior versions by adding the ability to compound multiple 
storage networking transactions into fewer requests. This reduces the 
amount of overhead traffic between a client and server, significantly 
improving performance. SMB2 also supports larger buffer sizes, which 
also improves performance with large file transfers such as those 
necessary for seismic volume interpretation with Petrel software. 

connectivity

Seismic data files are often terabytes in size, which means that data 
transfer rates can become a bottleneck when attempting to access 
files from storage devices. The most common performance issues  
concerning network data access are insufficient data transfer rates 
and improperly configured networks. Consider the improvement in 
transfer time for a 3 TB file using fast Ethernet at 100 Mbits/sec and 
Gigabit Ethernet (GbE) at 1,000 Mbits/sec. The transfer time for a  
3 TB file at 100 Mbits/sec is approximately 3 days, while the transfer 
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Figure 1 and Figure 2. Line analysis versus volume analysis.



time for the same file using GbE is close to 7 hours. Because time to 
interpretation is a significant business driver, GbE networks are the 
recommended minimum to support the Petrel application, with some 
companies looking at 10 GigE for even better network performance. 

the dAtA storAge And mAnAgement chAllenge

Outside seismic processing, seismic interpretation is by far the largest 
consumer of data storage in exploration divisions, accounting for up 
to 80 percent of enterprise storage requirements. A primary ongoing 
challenge for data managers—regardless of the data interpretation 
method—has always been how to manage huge data volumes. 

Data storage and management become significantly larger challenges 
when data from disparate systems must be consolidated to fuel volume 
interpretation. Larger amounts of higher-fidelity seismic data and the 
application of new processing techniques contribute to significant  
and growing data management challenges.

petrel capabilities increase storage system needs

Schlumberger Petrel seismic-to-simulation software addresses the 
needs of distributed E&P teams to improve collaboration on the many 
data types interpreted as an asset is explored and developed. As 
geoscientists deliver greater productivity using the Petrel application, 
an increased demand is made on systems because of widespread 
volume interpretation and combined storage requests from many 
geoscientists, potentially saturating networks and legacy file servers. 
Increase in the growth and creation of attribute cubes and combinations 
of attribute cubes means more write-intensive I/O, which drives even 
greater capacity growth. The fact that larger datasets are interactively 
usable because of disk roaming also places greater demand on storage 
networking by each user. While the business benefits of volume 
interpretation are clear, the challenge for IT is that widespread use  
of volume interpretation of seismic and attribute cubes generates 
orders-of-magnitude more demand for data storage and management. 

the missing link: data storage and management improvements

The cost and complexity of architecting, implementing, and managing 
traditional enterprise storage infrastructures can be substantial. And 
when the needs of the dynamic enterprise inevitably change—often 
quickly and even dramatically—traditional static systems require 
reprovisioning. This can cause disruption and increase management 
overhead and risk.

To address this, IT organizations typically overprovision systems 
and pre-allocate resources. However, this approach is costly and 
offers only temporary relief from inevitable expense and disruption. 
One reason is that the I/O capabilities of individual storage devices 
inherently bind traditional static system performance. 

The need to overprovision is compounded for operations such as  
oil and gas exploration, which require distributed data processing 
environments and large datasets (see Fig. 3). The exploration 
interpretation process may create multiple large-scale versions of 
data, often in a consolidated storage environment shared among 
several asset teams. This means that data managers incur additional 
overhead, management costs, and data risk to support these processes. 
Even the most robust and highly resourced static systems can be 
cumbersome and inflexible when handling multiple scenarios with 
extremely large datasets. As a result, many organizations have settled 
for decimating their seismic data to a small percentage of the original 
size, and these limitations hamper success. 

netApp dAtA storAge And mAnAgement infrAstructure

To meet these needs of high availability, flexibility, and heterogeneity, 
NetApp engineers a data storage and management infrastructure that 
can scale, fuel the front end, improve IT productivity, support Windows/
UNIX® mixed environments, and reduce physical storage requirements. 
NetApp FAS storage systems are designed specifically to address the 
challenges of high-availability, high-volume data access applications 
such as seismic interpretation for upstream oil and gas exploration  
and operations. The underlying NetApp FAS technology was created  
to work specifically with high-capacity networks to rapidly deliver and 
store large volumes of data to and from workstations connected via 
Ethernet or FC SAN. NetApp systems can scale from 2 TB up over 1 PB, 
allowing the same infrastructure to expand simply and efficiently with 
increases in Petrel data. 
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Figure 3. Distributed data processing environments.
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data management operating system

With NetApp FAS-based systems, exploration companies can consoli-
date hundreds of terabytes on a single storage system because the 
ONTAP 7G operating system is adept at taking advantage of multiple 
processors. Data ONTAP 7G provides seamless access to data using 
block- and file-level protocols on a single storage system. NetApp’s 
SecureShare cross-protocol locking technology facilitates security, 
compatibility, and performance when sharing NFS and CIFS data. 
NetApp has also engineered Data ONTAP to function with SMB2  
from Microsoft, which improves performance. 

Data ONTAP 7G standard features and optional capabilities contribute 
to this high level of data availability and include:

n WAFL® (Write Anywhere File Layout) file system

n SnapshotTM

n FlexClone®

n Multipath high availability

n Active-active controller failover

n RAID-DP®

n SyncMirror®

n Patent-pending block-level checksum capability.

unified access via multiprotocol support

One of the major benefits of using Petrel software on NetApp FAS 
systems is the ability to ensure that the Petrel application gains the 
fast, simple access to interpretation data across various file retrieval 
protocols, including CIFS and NFS. From one desktop, users can access 
the same underlying datastores without data migrations, reboots,  
or reinstalls. Data in any share can fuel GeoFrame*, ProSource*, 
ECLIPSE*, and Petrel software (see Fig. 4). If an organization uses 

the GeoFrame IESX* seismic interpretation module as well as Petrel 
software, both applications can access and manipulate the same raw 
seismic data. This feature preserves existing legacy application and 
data investments and affords business benefits as well:

n Exposes new capabilities by linking data

n  Enables automation 

n Improves decision making.

storAge virtuAlizAtion

Using the FlexVol® technology in NetApp’s Data ONTAP, exploration 
data managers can dynamically expand and shrink volumes on the 
fly as new data is loaded or as Petrel users create new attribute 
volumes. By pooling physical storage across RAID® drives, NetApp’s 
FlexVol enables data managers to create virtual volumes, which 
can be managed and moved independently from physical storage. 
Flexible volumes allow data managers to respond to changing storage 
needs quickly, with little effort and no disruptions. Using FlexVol, data 
managers can oversubscribe free space (thin provisioning), which  
can double existing storage utilization and save the expense of 
acquiring more disk space.

Aggregates

To achieve virtualization, NetApp’s Data ONTAP uses a new entity 
called an “aggregate” to capture the physical characteristics of disks 
(see Fig. 5). An aggregate is a collection of RAID groups that provides 
a large pool of storage for use by flexible volumes. Multiple flexible 
volumes can exist in a single aggregate, which can be dynamically  
resized. As a result of this added layer of abstraction, space reallocation Figure 4. Multprotocol support unifies underlying data.

Figure 5. Aggregates are the basis for flexible volumes.
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becomes instantaneous and nondisruptive. From a data management 
perspective, the basic container of data and the building block for the 
storage architecture is still a volume and, aside from new features,  
always maintains properties of the past. Data managers can improve 
I/O performance and reduce bottlenecks by distributing volumes across 
all available disk drives. Storage virtualization maximizes application 
processing and eliminates the tradeoff between performance and 
utilization in tandem with RAID-DP. 

instant recovery snapshots 

Petrel users generate many new versions of data and models that 
take time and effort to produce. To preserve past work, NetApp builds 
in an instant backup snapshot system. A snapshot is a “frozen,” 
read-only, locally stored view of a volume that provides easy access to 
old versions of files, directory hierarchies, and/or LUNs (logical unit 
numbers). NetApp Snapshot is a scalable process and requires on 
the order of seconds to create a snapshot, regardless of the size of 
the volume or the level of activity on storage. After a snapshot copy 
has been created, changes to data objects are reflected in updates 
to the current version of the objects, as if snapshot copies did not 
exist. Meanwhile, the snapshot version remains completely stable. 
Snapshots incur no performance overhead; users can comfortably 
store up to 255 snapshot copies per volume—each of which is 
accessible as a read-only, online version. 

data replication

Because the Petrel application fosters collaborative teams, multiple 
team members may each need to access the same source data—
sometimes at the same time. To preserve underlying data integrity and 
eliminate high overhead, NetApp FlexClone allows users to generate 
instant replicas of datasets and storage volumes that require no addi-
tional storage overhead (see Fig. 6). As Petrel users create and change 
reference projects, FlexVols and FlexClone volumes can dynamically 
expand and shrink on demand. This feature enables creation of attribute 

cubes against larger datasets and is a simpler dataset management 
solution than managing master and working datastores. The approach 
allows users to create as many reference projects as needed, since 
these volumes require much less data manager concern about storage 
space consumption. 

Step 1 – Take a snapshot of the Active File System.

Step 2 – Create a FlexClone from the snapshot.

Step 3 – Independently modify the active file system and the FlexClone.
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built-in data deduplication

The average UNIX or Windows disk volume can contain thousands or 
even millions of duplicate data blocks. As users create, distribute, back 
up, and archive data, duplicate data objects are inadvertently stored 
across multiple storage devices. The result is inefficient data storage 
resource use.

NetApp Deduplication can reduce the initial storage acquisition costs, 
and permits longer intervals between storage capacity upgrades. 
The NetApp FAS Deduplication feature deduplicates entire Petrel 
volumes without user input and without interrupting user processes. 
Deduplication reduces the cost of keeping and managing Petrel data 
online as it deduplicates data at the block level. NetApp Deduplication 
combines the benefits of granularity, performance, and resiliency to 
provide data managers with a significant advantage in the race to meet 
ever-increasing storage capacity demands. When a reference project 
is created, NetApp FAS Deduplication ensures that only the changed 
blocks are stored on disk. Unchanged blocks are referenced back 
to the original file. All other “copied” data is not duplicated on disk. 
NetApp FAS Deduplication minimally impacts performance, and data 
managers can realize greater than 48 percent disk space savings for 
Petrel environments (see Fig. 7).  

backup and recovery

NetApp SnapVault® increases backup efficiency by transferring only 
changed data blocks, enabling near-instantaneous, space-efficient 
backups. With SnapVault, backup and restore times are reduced from 
hours to a few minutes, enabling IT teams to meet tightening backup 
and recovery SLAs without deploying huge amounts of hardware. 
SnapVault leverages Snapshot and replication technologies for  
faster, more affordable, easier-to-use backup and recovery.

Data managers can replicate data across a global network at high 
speeds in a simple, reliable, and cost-effective manner with NetApp 
SnapMirror. Mirroring data to one or more NetApp storage systems 
minimizes downtime costs in case of primary site failure. Administrators 
can use SnapMirror to centralize backup of data to tape from multiple 
data centers, thereby reducing investment in tape infrastructure and 
eliminating reliance of production systems on tape backups (see Fig. 8).

Data managers can design a variety of storage configurations or 
models for source and mirrored systems. For example, a multihop  
(or cascading) configuration enables a NetApp SnapMirror target 
volume to serve as a source for other targets, with each mirror pair 
running on its own schedule to meet site-specific requirements.  
This configuration is particularly effective when replicating data to  
a nearby disaster recovery site using synchronous mode (to prevent 
data loss in the event of a site disaster) and then replicating over  
a longer distance on the second hop using asynchronous mode. 

Data managers in upstream oil and gas operations can reduce  
system complexity by eliminating file servers and consolidating data  
on NetApp FAS storage systems, taking advantage of them for backup 
and recovery as well. The Petrel application is tested on NetApp FAS 
hardware configurations so that the NetApp model, total storage, type 
of disk, and ideal configuration are optimized for high performance, 
saving time and eliminating guesswork. 

Figure 8. Typical Petrel/NetApp system architecture.

Microsoft Windows-based
Petrel clients 

Linux-based Petrel
seismic server (optional)

NetApp FAS storage system SATA-based DR site

MAN/
WAN

LAN

SnapVault

Deduplication

SnapMirror

Figure 7. Average storage space savings resulting from NetApp  
Deduplication by data class. Source: NetApp 2008.

48%
55%

35% 35%
25% 25%30%30%

70%

90%

Backu
p Data

Vmware VMs

Database

Petre
l P

rojet F
olders

Home Dir

CIFS
 Shares

E-m
ail P

STs

Mixe
d Data

Doc. A
rchiva

ls

Eng. A
rchiva

l

100%
90%
80%
70%
60%
50%
40%
30%
20%
10%
0%



Optimizing Data Storage and Management for Petrel Seismic Interpretation and Reservoir Modeling

conclusion

In uncertain economic times, oil and gas companies need to quickly 
and accurately assess the potential of prospects. New interpretation, 
visualization, and modeling applications are multiplying the amount of 
data used to evaluate a prospect. As members of exploration teams 
collaborate to characterize properties, they consume and create 
even more data, requiring more storage and better data management 
solutions. Commodity storage prices continue to decline, thereby 
increasing consumption but causing new problems in manageability, 
usability, and data center resources. 

The SIS Petrel seismic-to-simulation software addresses the needs  
of distributed E&P teams to improve collaboration on exploration 
projects across datasets and geographies. To support this capability, 
NetApp delivers a comprehensive data management and storage 
solution. Using NetApp FAS systems to store and manage Petrel 
data—seismic volumes, attribute volumes, horizons, faults, wells,  
and other data types—allows Petrel users to achieve the highest  
levels of performance and data protection. 

schlumberger informAtion solutions

Schlumberger Information Solutions (SIS) is an operating unit of 
Schlumberger that provides software, information management,  
IT, and related services. SIS collaborates closely with oil and gas 
companies to solve today’s tough reservoir challenges with an open 
business approach and comprehensive solution deployment. Through 
our technologies and services, oil and gas companies empower their 
people to improve business performance by reducing exploration  
and development risk and optimizing operational efficiencies.
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Figure 9. Petrel software on NetApp simplifies and unifies the upstream oil and gas workflow.
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